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MariaDB CONNECT Storage Engine
You can also build tables based on a list of 

tables (equivalent of the TBL type from the 

MERGE storage engine). These table lists (TBL) 

can be built on any type of table including any 

CONNECT table. This means that you can build 

a table whose data is distributed across multi-

ple servers.

You can also define a table with per column 

storage (VEC type). This can greatly benefit ta-

bles with a lot of columns where only a limited 

subset is queried.

The CONNECT storage engine offers a major 

enhancement of what was previously offered by 

a combination of the CSV, MERGE and FEDER-

ATED storage engines.

1. What is it? 

The CONNECT storage engine give you access 

to various external data sources be they either 

local or remote. This includes files in various 

formats such as DBase, CSV, DOS, FMT and 

XML. It also includes access to remote MySQL 

tables and almost any other data-source 

through an ODBC supported target. This stor-

age engine is smart:

 ∫ it can auto discover the structure of your 

data based on the metadata contained 

within the file

 ∫ it can index your data, optimising for read 

only access

 ∫ it can work on compressed data
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2. How to use it?

It is a storage engine. It is built into MariaDB 10 which means that it can be used once the server 

is up and running. Just start creating tables with the “engine=connect” option and specify the 

files or the remote tables you want to access. This is documented with various examples.

3. How does it work?

As with any storage engine it is built using the MySQL Plugin API. It is a smart storage engine 

that uses condition push down to filter at the target data source. This can greatly increase perfor-

mance by limiting data transfer. It also implements the limit clause of select. This storage engine 

has been designed with Business Intelligence (BI) queries in mind . It is not designed to be used 

with Online Transaction Processing (OLTP) activity. This choice allows for the optimization of code 

by leaving out a lot of costly internal mechanisms needed only for OLTP. As with any storage en-

gine your external data source data can be joined with your local data. 

4. When to use it?

When you have data in various file formats or remotely available or both and you would like to 

query this data. The main benefit of this approach to BI is that there is no need to go through a 

lengthy ETL (Extract, Transform, Load) process. The data can be directly accessed in place.

5. Resources

 ∫ www.mariadb.com

 ∫ www.mariadb.org


